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    Goblin

A lightweight, embedded, LSM-tree database for Elixir.
Features
	ACID transactions with serial write execution
	Concurrent readers that do not block each other
	Crash recovery via write-ahead logging
	Automatic background compaction
	Bloom filters for fast negative lookups
	Any Elixir term as key or value

Usage
Install by adding :goblin as a dependency:
def deps do
  [
    {:goblin, "~> 0.11.0"}
  ]
end
Then run mix deps.get.
Starting a database
{:ok, db} = Goblin.start_link(
  name: MyApp.DB,
  data_dir: "/path/to/db"
)
Options:
	:name - Registered name for the database (optional, defaults to Goblin)
	:data_dir - Directory path for database files (required)
	:mem_limit - Bytes to buffer in memory before flushing to disk (default: 64 MB)
	:bf_fpp - Bloom filter false positive probability (default: 0.01)

Basic operations
Goblin.put(db, :alice, "Alice")
# => :ok

Goblin.get(db, :alice)
# => "Alice"

Goblin.get(db, :nonexistent)
# => nil

Goblin.get(db, :nonexistent, default: :not_found)
# => :not_found

Goblin.remove(db, :alice)
# => :ok
Key types
A key can be any Elixir term, but mixing floats and integers
with the same numeric value (e.g. both 1 and 1.0) is undefined behaviour.
Goblin uses ETS :ordered_set internally, which considers 1 and 1.0 as
equal (1 == 1.0), while the Bloom filters use exact equality (1 === 1.0 is
false). This mismatch can cause keys to not be found or old versions to not
be garbage collected during compaction. To avoid issues, use a consistent
numeric type for your keys (e.g. always integers or always floats).
Batch operations
Goblin.put_multi(db, [{:alice, "Alice"}, {:bob, "Bob"}, {:charlie, "Charlie"}])
# => :ok

Goblin.get_multi(db, [:alice, :bob, :charlie])
# => [{:alice, "Alice"}, {:bob, "Bob"}, {:charlie, "Charlie"}]

Goblin.remove_multi(db, [:bob, :charlie])
# => :ok
Range queries
Goblin.scan(db) |> Enum.to_list()
# => [{:alice, "Alice"}, {:bob, "Bob"}, {:charlie, "Charlie"}]

Goblin.scan(db, min: :bob) |> Enum.to_list()
# => [{:bob, "Bob"}, {:charlie, "Charlie"}]

Goblin.scan(db, min: :alice, max: :bob) |> Enum.to_list()
# => [{:alice, "Alice"}, {:bob, "Bob"}]
Transactions
There are two types of transactions: write and read.
Write transactions (Goblin.transaction/2) are executed serially.
The function must return {:commit, tx, reply} to commit or {:abort, reply} to abort.
Goblin.transaction(db, fn tx ->
  counter = Goblin.Tx.get(tx, :counter, default: 0)

  tx
  |> Goblin.Tx.put(:counter, counter + 1)
  |> Goblin.Tx.commit()
end)
# => :ok

Goblin.transaction(db, fn tx ->
  counter = Goblin.Tx.get(tx, :counter, default: 0)

  if counter < 100 do
    tx
    |> Goblin.Tx.put(:counter, counter + 1)
    |> Goblin.Tx.commit()
  else
    Goblin.Tx.abort(tx)
  end
end)
# => :ok (if committed) or :error (if aborted)
Read transactions (Goblin.read/2) take a snapshot and do not block each other.
Attempting to write within a read transaction raises.
Goblin.read(db, fn tx ->
  alice = Goblin.Tx.get(tx, :alice)
  bob = Goblin.Tx.get(tx, :bob)
  {alice, bob}
end)
# => {"Alice", "Bob"}
Tags
Keys can be namespaced under a tag. Tagged and untagged data are separate:
reading without a tag returns only untagged data, and reading with a tag
returns only data under that tag.
Goblin.put(db, :alice, "Alice", tag: :admins)
# => :ok

Goblin.get(db, :alice)
# => nil

Goblin.get(db, :alice, tag: :admins)
# => "Alice"

Goblin.scan(db, tag: :admins) |> Enum.to_list()
# => [{:alice, "Alice"}]

# Removing without a tag does not affect tagged data
Goblin.remove(db, :alice)
Goblin.get(db, :alice, tag: :admins)
# => "Alice"

# Remove with the matching tag
Goblin.remove(db, :alice, tag: :admins)
Goblin.get(db, :alice, tag: :admins)
# => nil
Backups
A snapshot of the database can be exported as a .tar.gz archive.
The archive can be unpacked and used as the data_dir for a new instance.
Goblin.export(db, "/backups")
# => {:ok, "/backups/goblin_20260220T120000Z.tar.gz"}
Supervision tree
defmodule MyApp.Application do
  use Application

  def start(_type, _args) do
    children = [
      {Goblin, name: MyApp.DB, data_dir: "/var/lib/myapp/db"}
    ]

    Supervisor.start_link(children, strategy: :one_for_one)
  end
end

Goblin.put(MyApp.DB, :alice, "Alice")
# => :ok

Goblin.get(MyApp.DB, :alice)
# => "Alice"
MVCC
Goblin uses multi-version concurrency control (MVCC).
A new snapshot of the database is published after every commit, flush, and compaction.
Reads (Goblin.get/3, Goblin.read/2, Goblin.scan/2, and reads within transactions) attach to the latest snapshot when they start and use it for their entire duration.
Readers do not block each other or writers.
Goblin.scan/2 takes its snapshot at enumeration, not at creation.
Write transactions are executed serially.
On commit, writes are appended to the write-ahead log and the in-memory table, and a new snapshot is published.
Writes are serializable, reads have snapshot isolation.
Files belonging to old snapshots are deleted once no reader uses them.
A crashed reader releases its snapshot automatically.
A long-running read or scan delays deletion of compacted files, temporarily increasing disk usage.
Migrations
Goblin does not perform automatic data migration between versions.
To upgrade, stream entries from the old database into a new instance running the newer version.
Benchmarks
See BENCHMARKS.md for benchmark results comparing Goblin against CubDB.
Transactional consistency checks
Goblin is checked for transactional consistency via Elle in GoblinKVStore.
Too many open files?
If you see :emfile errors, the file descriptor limit has been reached.
Increase it with ulimit -n <limit>.
References
	CubDB - Embedded COW B+Tree database
	RocksDB Documentation - Facebook's LSM key-value store



  

    Changelog

v0.11.0 (unreleased)
	Breaking changes	Disk table (SST) format changed to variable-sized blocks with a sparse + dense index. Files written by previous versions are incompatible.
	I/O failures now raise Goblin.IOError instead of returning {:error, reason} tuples.
	Default command timeout changed from 5000 ms to :infinity.
	Operations attempted during a read transaction now raise ArgumentError (previously a plain RuntimeError).


	Added	Goblin.IOError exception, carrying :operation, :path, and :reason fields with descriptive messages for storage read/write failures.
	Nested transactions are now detected and raise. Calling transaction or its derivatives (put, put_multi, remove, remove_multi) on the same database from within a transaction is not allowed.


	Enhancements	Disk table search now uses :pread, and the search range is bounded when streaming through a disk table.
	Documented the MVCC model in the README.


	Changes	:gen_statem start options are now handled; restart logic moved into init, and task shutdown is handled properly.
	Disk table index no longer splits on keys.


	Bug fixes	Fixed key sorting during search.



v0.10.0 (2026-06-03)
	Breaking changes	Format for writes in the WAL and manifest have changed.


	Changes	Rewrote Goblin process via :gen_statem
	Large refactoring of the code base, simplifying a lot of algorithms and unifying common code
	Added :timeout as an option to commands
	Added property tests



v0.9.0 (2026-04-14)
	Enhancements	Transaction management has been optimized
	In-memory queries have been optimized
	Scan queries have been optimized


	Breaking changes	The WAL implementation has been rewritten, changing the internal structure. This is incompatible with previous versions.



v0.8.0 (2026-04-08)
	Changes	Restructured from Supervisor architecture to single GenServer architecture


	Bug fixes	A writer is cleaned up if it throws during the transaction
	Race conditions during reads and simultaneous table clean ups have been fixed


	Enhancements	Added Goblin.Tx.commit/1/2 and Goblin.Tx.abort/1 functions to allow committing and aborting transactions in pipelines


	Added	More comprehensive tests



v0.7.1 (2026-03-05)
	Changes	Automatic migration of disk tables has been removed in order to simplify the codebase.



v0.7.0 (2026-03-04)
	Breaking changes	PubSub functionality has been removed in order to simplify the codebase	This change removes Goblin.subscribe/1 and Goblin.unsubscribe/1


	Goblin.select/2 has been renamed to Goblin.scan/2


	Enhancements	Added ARCHITECTURE.md which displays the inner workings of Goblin



v0.6.0 (2026-02-20)
	Breaking changes	Disk table format was updated to include a field stating whether the disk table is compressed or not
	Keys can now be tagged, allowing separation of data when querying
	Goblin.Tx.select is removed; use Goblin.select/2 instead, which runs outside a transaction


	Enhancements	Added automatic lazy migration of disk tables when a legacy version is detected
	Change key-value pair block size to 1024 bytes


	Improvements	Key comparison is enforced to compare value only (i.e. via ==) throughout the database


	Bug fixes	Fix race condition where the memory table can be cleaned up when active readers are iterating



v0.5.0 (2026-01-11)
	Breaking changes	The Bloom filter struct has changed (incompatible with previous versions)


	Improvements	The manifest can only delete previously tracked files upon start
	If a .tmp file already exists when trying to write a new, then the previous version is removed before continuing to write
	The Bloom filter implementation was refactored into a scalable Bloom filter implementation


	Bug fixes	Fixes a bug where the arguments to a function call were in the wrong order



v0.4.2 (2026-01-10)
	Changes	Rename is_*? function names to *? only
	Refactorings of some modules



v0.4.1 (2026-01-08)
	Bug fixes	Fix recursion bug in binary search iterator algorithm for disk tables.



v0.4.0 (2026-01-06)
	Breaking changes	Changed disk table encoding format (not compatible with previous versions)
	Goblin.is_flushing/1, Goblin.is_compacting/1 is changed to Goblin.is_flushing?/1, Goblin.is_compacting?/1, respectively.
	Goblin.transaction/3 is split into Goblin.transaction/2 and Goblin.read/2.


	Improvements	A lot more focus on consistency guarantees for transaction operations.
	Goblin.{put_multi/2, remove_multi/2, get_multi/2, select/2} are now available.



v0.3.2 (2025-12-04)
	Enhancements	Flush and compaction are now triggered via byte sizes instead of amount of keys


	Bug fixes	Add functionality for iterators to clean up after iteration ends
	Fix key range computation when compacting from flush level to higher level



v0.3.1 (2025-11-23)
	Bug fixes	Writes are published on a database specific topic instead of a global topic
	Compaction algorithm rewritten, fixes overlapping key ranges in higher SST levels



v0.3.0 (2025-11-21)
	Breaking changes	Changed the format in the manifest file


	Improvements	Make WAL follow the manifest as the source of truth


	Enhancements	Added Goblin.export/2 which exports a .tar.gz of a snapshot of the database to a specified directory



v0.2.2 (2025-11-16)
	Enhancements	Added Goblin.stop/3 function, allows one to stop the database supervisor
	Added read-only transactions in Goblin.transaction/2


	Bug fixes	Fix registry name in Goblin.is_flushing/1 and Goblin.is_compacting/1
	Fix sequence counting bug when write-transaction commits



v0.2.1 (2025-11-13)
	Enhancements	Add checksum verification to SST files
	Data and metadata are compressed in SSTs for levels > 1



v0.2.0 (2025-11-12)
	Enhancements	The transaction model is changed to true serial execution. 
	The MemTable and Store utilize ETS tables to allow concurrent reads.
	Bloom filter false positive probability is configurable


	Bug fixes	Change how hashes are stored in BloomFilter structs. Anonymous functions are no longer stored directly in the struct, instead the salt and range for the hash is stored instead. This prevents BadFunctionError if the module is updated.



v0.1.5 (2025-11-02)
	Improvements	Improved SST filtering from store


	Enhancements	Add benchmarking scripts



v0.1.4 (2025-11-01)
	Enhancements	Add registry for process discovery within the database server
	Add registry for pubsub functionality within the database server
	Add new supervisor for processes separate from registry processes


	Bug fixes	Provide name scopes to WAL and Manifest. This fixes the bug that multiple database servers couldn't start simultaneously.



v0.1.3 (2025-10-29)
	Enhancements	Add is_flushing/1 and is_compacting/1 functions
	Refactor Reader.select/4 stream



v0.1.2 (2025-10-29)
	Enhancements	Add select/1/2 for range queries



v0.1.1 (2025-10-27)
	Enhancements	Add get_multi/2 functionality



v0.1.0 (2025-10-26)
	Enhancements	First public release





  

    LICENSE


MIT License

Copyright (c) 2025 zteln

Permission is hereby granted, free of charge, to any person obtaining a copy
of this software and associated documentation files (the "Software"), to deal
in the Software without restriction, including without limitation the rights
to use, copy, modify, merge, publish, distribute, sublicense, and/or sell
copies of the Software, and to permit persons to whom the Software is
furnished to do so, subject to the following conditions:

The above copyright notice and this permission notice shall be included in all
copies or substantial portions of the Software.

THE SOFTWARE IS PROVIDED "AS IS", WITHOUT WARRANTY OF ANY KIND, EXPRESS OR
IMPLIED, INCLUDING BUT NOT LIMITED TO THE WARRANTIES OF MERCHANTABILITY,
FITNESS FOR A PARTICULAR PURPOSE AND NONINFRINGEMENT. IN NO EVENT SHALL THE
AUTHORS OR COPYRIGHT HOLDERS BE LIABLE FOR ANY CLAIM, DAMAGES OR OTHER
LIABILITY, WHETHER IN AN ACTION OF CONTRACT, TORT OR OTHERWISE, ARISING FROM,
OUT OF OR IN CONNECTION WITH THE SOFTWARE OR THE USE OR OTHER DEALINGS IN THE
SOFTWARE.



  

    
Goblin 
    



      
A lightweight, embedded, LSM-tree database for Elixir.
Goblin is a persistent key-value store with ACID transactions, crash
recovery, and automatic background compaction. It runs inside your
application's supervision tree.
Starting a database
{:ok, db} = Goblin.start_link(
  name: MyApp.DB,
  data_dir: "/path/to/db"
)
Basic operations
Goblin.put(db, :alice, "Alice")
Goblin.get(db, :alice)
# => "Alice"

Goblin.remove(db, :alice)
Goblin.get(db, :alice)
# => nil
Batch operations
Goblin.put_multi(db, [{:alice, "Alice"}, {:bob, "Bob"}])

Goblin.get_multi(db, [:alice, :bob])
# => [{:alice, "Alice"}, {:bob, "Bob"}]
Transactions
Goblin.transaction(db, fn tx ->
  counter = Goblin.Tx.get(tx, :counter, default: 0)

  tx
  |> Goblin.Tx.put(:counter, counter + 1)
  |> Goblin.Tx.commit()
end)
# => :ok
See start_link/1 for configuration options.
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    Functions
  


    
      
        child_spec(opts)

      


    


    
      
        compacting?(db, opts \\ [])

      


        Returns whether background compaction is currently running.



    


    
      
        export(db, export_dir, opts \\ [])

      


        Exports a snapshot of the database as a .tar.gz archive.



    


    
      
        flushing?(db, opts \\ [])

      


        Returns whether a memory-to-disk flush is currently running.



    


    
      
        get(db, key, opts \\ [])

      


        Retrieves the value associated with a key.



    


    
      
        get_multi(db, keys, opts \\ [])

      


        Retrieves values for multiple keys in a single read.



    


    
      
        put(db, key, val, opts \\ [])

      


        Writes a key-value pair to the database.



    


    
      
        put_multi(db, pairs, opts \\ [])

      


        Writes multiple key-value pairs in a single transaction.



    


    
      
        read(db, callback)

      


        Performs a read-only transaction.



    


    
      
        remove(db, key, opts \\ [])

      


        Removes a key from the database.



    


    
      
        remove_multi(db, keys, opts \\ [])

      


        Removes multiple keys from the database in a single transaction.



    


    
      
        scan(db, opts \\ [])

      


        Returns a stream of key-value pairs, optionally bounded by a range.
Captures snapshots at enumeration.



    


    
      
        start(opts)

      


        Starts the database, see start_link/1 for more details.



    


    
      
        start_link(opts)

      


        Starts the database.



    


    
      
        stop(db, reason \\ :normal, timeout \\ :infinity)

      


        Stops the database.



    


    
      
        transaction(db, callback, opts \\ [])

      


        Executes a read-write transaction.



    





      


      
        Functions


        


  
    
      
    
    
      child_spec(opts)



        
          
        

    

  


  

      

          @spec child_spec(keyword()) :: Supervisor.child_spec()


      



  



    

  
    
      
    
    
      compacting?(db, opts \\ [])



        
          
        

    

  


  

      

          @spec compacting?(
  :gen_statem.server_ref(),
  keyword()
) :: boolean()


      


Returns whether background compaction is currently running.

  



    

  
    
      
    
    
      export(db, export_dir, opts \\ [])



        
          
        

    

  


  

      

          @spec export(:gen_statem.server_ref(), Path.t(), keyword()) ::
  {:ok, Path.t()} | {:error, term()}


      


Exports a snapshot of the database as a .tar.gz archive.
The archive can be unpacked and used as the data_dir for a new
database instance, acting as a backup.
The export is run inside the server,
thus blocking file deletion and writes until completed.
Parameters
	db - The database server (PID or registered name)
	export_dir - Directory to place the exported .tar.gz file

Returns
	{:ok, export_path} - Path to the created archive
	{:error, reason} - If an error occurred

Examples
Goblin.export(db, "/backups")
# => {:ok, "/backups/goblin_20260220T120000Z.tar.gz"}

  



    

  
    
      
    
    
      flushing?(db, opts \\ [])



        
          
        

    

  


  

      

          @spec flushing?(
  :gen_statem.server_ref(),
  keyword()
) :: boolean()


      


Returns whether a memory-to-disk flush is currently running.

  



    

  
    
      
    
    
      get(db, key, opts \\ [])



        
          
        

    

  


  

Retrieves the value associated with a key.
Returns the default value if the key is not found.
Raises Goblin.IOError if the underlying storage cannot be read.
Parameters
	db - The database server (PID or registered name)
	key - The key to look up
	opts - A keyword list with the following options (default: []):	:tag - Tag the key is namespaced under
	:default - Value to return if key is not found (default: nil)



Returns
	The value associated with the key, or default if not found

Examples
Goblin.get(db, :alice)
# => "Alice"

Goblin.get(db, :nonexistent)
# => nil

Goblin.get(db, :nonexistent, default: :not_found)
# => :not_found

Goblin.get(db, :alice, tag: :admins)
# => "Alice"

  



    

  
    
      
    
    
      get_multi(db, keys, opts \\ [])



        
          
        

    

  


  

Retrieves values for multiple keys in a single read.
Keys not found in the database are excluded from the result.
Raises Goblin.IOError if the underlying storage cannot be read.
Parameters
	db - The database server (PID or registered name)
	keys - A list of keys to look up
	opts - A keyword list with the following options (default: []):	:tag - Tag the keys are namespaced under



Returns
	A list of {key, value} tuples for keys found, in unspecified order

Examples
Goblin.get_multi(db, [:alice, :bob])
# => [{:alice, "Alice"}, {:bob, "Bob"}]

Goblin.get_multi(db, [:alice, :nonexistent])
# => [{:alice, "Alice"}]

  



    

  
    
      
    
    
      put(db, key, val, opts \\ [])



        
          
        

    

  


  

Writes a key-value pair to the database.
Parameters
	db - The database server (PID or registered name)
	key - Any Elixir term to use as the key
	value - Any Elixir term to be associated with key
	opts - A keyword list with the following options (default: []):	:tag - Tag to namespace the key under
	:timeout - Timeout (in milliseconds) for the calls (default: 5000)



Returns
	:ok

Examples
Goblin.put(db, :alice, "Alice")
# => :ok

Goblin.put(db, :alice, "Alice", tag: :admins)
# => :ok

  



    

  
    
      
    
    
      put_multi(db, pairs, opts \\ [])



        
          
        

    

  


  

Writes multiple key-value pairs in a single transaction.
Parameters
	db - The database server (PID or registered name)
	pairs - A list of {key, value} tuples
	opts - A keyword list with the following options (default: []):	:tag - Tag to namespace the keys under
	:timeout - Timeout (in milliseconds) for the calls (default: 5000)



Returns
	:ok

Examples
Goblin.put_multi(db, [{:alice, "Alice"}, {:bob, "Bob"}, {:charlie, "Charlie"}])
# => :ok

  



  
    
      
    
    
      read(db, callback)



        
          
        

    

  


  

Performs a read-only transaction.
A snapshot is taken to provide a consistent mvcc of the database.
Multiple readers run concurrently without blocking each other.
Attempting to write within a read transaction raises.
Raises Goblin.IOError if the underlying storage cannot be read.
Parameters
	db - The database server (PID or registered name)
	callback - A function that takes a Goblin.Tx.t() struct

Returns
	The return value of callback

Examples
Goblin.read(db, fn tx ->
  alice = Goblin.Tx.get(tx, :alice)
  bob = Goblin.Tx.get(tx, :bob)
  {alice, bob}
end)
# => {"Alice", "Bob"}

  



    

  
    
      
    
    
      remove(db, key, opts \\ [])



        
          
        

    

  


  

Removes a key from the database.
Parameters
	db - The database server (PID or registered name)
	key - The key to remove
	opts - A keyword list with the following options (default: []):	:tag - Tag the key is namespaced under
	:timeout - Timeout (in milliseconds) for the calls (default: 5000)



Returns
	:ok

Examples
Goblin.remove(db, :alice)
# => :ok

Goblin.get(db, :alice)
# => nil

  



    

  
    
      
    
    
      remove_multi(db, keys, opts \\ [])



        
          
        

    

  


  

Removes multiple keys from the database in a single transaction.
Parameters
	db - The database server (PID or registered name)
	keys - A list of keys to remove
	opts - A keyword list with the following options (default: []):	:tag - Tag the keys are namespaced under
	:timeout - Timeout (in milliseconds) for the calls (default: 5000)



Returns
	:ok

Examples
Goblin.remove_multi(db, [:alice, :bob, :charlie])
# => :ok

  



    

  
    
      
    
    
      scan(db, opts \\ [])



        
          
        

    

  


  

Returns a stream of key-value pairs, optionally bounded by a range.
Captures snapshots at enumeration.
Entries are sorted by key in ascending order.
Both min and max are inclusive.
Raises Goblin.IOError if the underlying storage cannot be read.
Parameters
	db - The database server (PID or registered name)
	opts - Keyword list of options:	:min - Minimum key, inclusive (optional)
	:max - Maximum key, inclusive (optional)
	:tag - Tag to filter by (optional)



Returns
	A stream of {key, value} tuples

Examples
Goblin.scan(db) |> Enum.to_list()
# => [{:alice, "Alice"}, {:bob, "Bob"}, {:charlie, "Charlie"}]

Goblin.scan(db, min: :bob) |> Enum.to_list()
# => [{:bob, "Bob"}, {:charlie, "Charlie"}]

Goblin.scan(db, min: :alice, max: :bob) |> Enum.to_list()
# => [{:alice, "Alice"}, {:bob, "Bob"}]

scan = Goblin.scan(db)
Enum.to_list(scan)
# => []
Goblin.put(db, :alice, "Alice")
Enum.to_list(scan)
# => [{:alice, "Alice"}]

  



  
    
      
    
    
      start(opts)



        
          
        

    

  


  

Starts the database, see start_link/1 for more details.

  



  
    
      
    
    
      start_link(opts)



        
          
        

    

  


  

Starts the database.
Creates the data_dir if it does not exist.
Options
	:name - Registered name for the database (optional, defaults to Goblin)
	:data_dir - Directory path for database files (required)
	:mem_limit - Bytes to buffer in memory before flushing to disk (default: 64 MB)
	:bf_fpp - Bloom filter false positive probability (default: 0.01)

Returns
	{:ok, pid} - On successful start
	{:error, reason} - On failure

Examples
{:ok, db} = Goblin.start_link(
  name: MyApp.DB,
  data_dir: "/var/lib/myapp/db"
)

  



    

    

  
    
      
    
    
      stop(db, reason \\ :normal, timeout \\ :infinity)



        
          
        

    

  


  

      

          @spec stop(:gen_statem.server_ref(), term(), timeout()) :: :ok


      


Stops the database.

  



    

  
    
      
    
    
      transaction(db, callback, opts \\ [])



        
          
        

    

  


  

Executes a read-write transaction.
Transactions are executed serially and are ACID-compliant.
The provided function receives a transaction struct and must return
{:commit, tx, reply} to commit, or {:abort, reply} to abort.
Calling transaction or any of its derivatives (put, put_multi, remove, remove_multi) on the same database from within a transaction raises.
Parameters
	db - The database server (PID or registered name)
	callback - A function that takes a Goblin.Tx.t() and returns a transaction result
	opts - A keyword list with options:	:timeout - Timeout (in milliseconds) for the calls (default: 5000)



Returns
	reply - The reply from {:commit, tx, reply} when committed
	{:error, :aborted} - When the transaction is aborted

Examples
Goblin.transaction(db, fn tx ->
  counter = Goblin.Tx.get(tx, :counter, default: 0)
  tx
  |> Goblin.Tx.put(:counter, counter + 1)
  |> Goblin.Tx.commit()
end)
# => :ok

Goblin.transaction(db, fn tx ->
  tx
  |> Goblin.Tx.abort()
end)
# => :error

  


        

      


  

    
Goblin.Tx 
    



      
Module for reading and writing within a transaction.
Used inside Goblin.transaction/2 (read-write) and Goblin.read/2 (read-only).
Goblin.transaction(db, fn tx ->
  counter = Goblin.Tx.get(tx, :counter, default: 0)

  tx
  |> Goblin.Tx.put(:counter, counter + 1)
  |> Goblin.Tx.commit()
end)

Goblin.read(db, fn tx ->
  Goblin.Tx.get(tx, :alice)
end)
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        abort(tx, reply \\ :error)

      


        Pipeline-friendly helper function to abort the transaction.



    


    
      
        commit(tx, reply \\ :ok)

      


        Pipeline-friendly helper function to commit the transaction.



    


    
      
        get(tx, key, opts \\ [])

      


        Retrieves a value within a transaction.



    


    
      
        get_multi(tx, keys, opts \\ [])

      


        Retrieves values for multiple keys within a transaction.



    


    
      
        put(tx, key, value, opts \\ [])

      


        Writes a key-value pair within a transaction.



    


    
      
        put_multi(tx, pairs, opts \\ [])

      


        Writes multiple key-value pairs within a transaction.



    


    
      
        remove(tx, key, opts \\ [])

      


        Removes a key within a transaction.



    


    
      
        remove_multi(tx, keys, opts \\ [])

      


        Removes multiple keys within a transaction.
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          @type t() :: %Goblin.Tx{
  commits: [{term(), non_neg_integer(), term()}],
  max_level_key: -1 | non_neg_integer(),
  mode: :write | :read,
  mvcc: :ets.table(),
  sequence: non_neg_integer(),
  tx_id: non_neg_integer()
}
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          @spec abort(t(), any()) :: {:abort, any()}


      


Pipeline-friendly helper function to abort the transaction.
Parameters
	tx - The transaction to abort
	reply - The reply after aborting (default: :error)

Returns
	The abort tuple, i.e. {:abort, reply}.

Examples
tx
|> Goblin.Tx.put(:alice, "Alice")
|> Goblin.Tx.abort()
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          @spec commit(t(), any()) :: {:commit, t(), any()}


      


Pipeline-friendly helper function to commit the transaction.
Parameters
	tx - The transaction to commit
	reply - The reply after committing (default: :ok)

Returns
	The commit tuple, i.e. {:commit, tx, reply}.

Examples
tx
|> Goblin.Tx.put(:alice, "Alice")
|> Goblin.Tx.commit()
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          @spec get(t(), term(), keyword()) :: term()


      


Retrieves a value within a transaction.
Parameters
	tx - The transaction struct
	key - The key to look up
	opts - A keyword list with the following options (default: []):	:tag - Tag the key is namespaced under
	:default - Value to return if key is not found (default: nil)



Returns
	The value associated with the key, or default if not found

Examples
Goblin.Tx.get(tx, :alice)
# => "Alice"

Goblin.Tx.get(tx, :nonexistent, default: :not_found)
# => :not_found
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          @spec get_multi(t(), [term()], keyword()) :: [{term(), term()}]


      


Retrieves values for multiple keys within a transaction.
Keys not found are excluded from the result.
Parameters
	tx - The transaction struct
	keys - A list of keys to look up
	opts - A keyword list with the following options (default: []):	:tag - Tag the keys are namespaced under



Returns
	A list of {key, value} tuples for keys found, in unspecified order

Examples
[{:alice, "Alice"}, {:bob, "Bob"}] = Goblin.Tx.get_multi(tx, [:alice, :bob])
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          @spec put(t(), term(), term(), keyword()) :: t()


      


Writes a key-value pair within a transaction.
Parameters
	tx - The transaction struct
	key - Any Elixir term to use as the key
	value - Any Elixir term to store
	opts - A keyword list with the following options (default: []):	:tag - Tag to namespace the key under



Returns
	Updated transaction struct

Examples
tx = Goblin.Tx.put(tx, :alice, "Alice")
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          @spec put_multi(t(), [{term(), term()}], keyword()) :: t()


      


Writes multiple key-value pairs within a transaction.
Parameters
	tx - The transaction struct
	pairs - A list of {key, value} tuples
	opts - A keyword list with the following options (default: []):	:tag - Tag to namespace the keys under



Returns
	Updated transaction struct

Examples
tx = Goblin.Tx.put_multi(tx, [{:alice, "Alice"}, {:bob, "Bob"}])
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          @spec remove(t(), term(), keyword()) :: t()


      


Removes a key within a transaction.
Parameters
	tx - The transaction struct
	key - The key to remove
	opts - A keyword list with the following options (default: []):	:tag - Tag the key is namespaced under



Returns
	Updated transaction struct

Examples
tx = Goblin.Tx.remove(tx, :alice)

  



    

  
    
      
    
    
      remove_multi(tx, keys, opts \\ [])



        
          
        

    

  


  

      

          @spec remove_multi(t(), [term()], keyword()) :: t()


      


Removes multiple keys within a transaction.
Parameters
	tx - The transaction struct
	keys - A list of keys to remove
	opts - A keyword list with the following options (default: []):	:tag - Tag the keys are namespaced under



Returns
	Updated transaction struct

Examples
tx = Goblin.Tx.remove_multi(tx, [:alice, :bob])

  


        

      


  

    
Goblin.IOError exception
    



      
Raised when Goblin cannot read or write its underlying storage files.
The exception has the following fields:
	:operation which describes which operation failed
	:path which states which file it failed to operate on
	:reason which describes why the operation failed
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